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Lecture ContentLecture Content

 Time fault tolerance
- Alternating logic

- Recomputing with shifted operands

- Recomputing with swapped operands

- Recomputing with duplication with comparison

 Algorithm based fault tolerance
- Checksum-based ABFT for matrix operations
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Time and Algorithm Fault 
Tolerance Techniques

Time Fault Tolerance
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Introduction IIntroduction I

 Hardware and information redundancy techniques discussed so far impact physical entities 
like cost, weight, size, power consumption, etc. 

 In some applications extra time is of less importance than extra hardware.

 Time redundancy attempts to reduce the amount of extra hardware at the expense of 
additional time

 Time redundancy is achieved by repeating the computation or data transmission and 
comparing the result to a stored copy of the previous result. 

 If the repetition is done twice, and if the fault which has occurred is transient, then the stored 
copy will differ from the re-computed result, so the fault will be detected. 

 If the repetition is done three or more times, a fault can be corrected. 

 In this lecture, we show that time redundancy techniques can also be used for detecting 
permanent faults.
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Introduction IIIntroduction II

 Apart from detection and correction of faults, time redundancy is useful for distinguishing 
between transient and permanent faults. 

 If the fault disappears after the re-computation, it is assumed to be transient. 

 In this case the hardware module is still usable and it would be a waste of resources to 
switch it off the operation.
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Detecting Transient FaultsDetecting Transient Faults

 Transient faults can be detected by repeating computation several times.

 The existence of a discrepancy between subsequent computations indicates the existence of 
transient or intermittent faults.

 In this scheme, all intermittent and transient fault occurring in some of the computation steps 
at times t, t + Δt, …, t + nΔt but not in all, can be detected. 

 No permanent faults can be detected.
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Detecting Permanent Faults IDetecting Permanent Faults I

 Permanent faults can be detected by repeating computation several times using different coding schemes.

 Consider, for example, the arrangement shown in Figure below. 

 According to this arrangement, the computation using the input data is first performed at time t. The 
results of this computation is then stored in a register. 

 The same data is used to repeat the computation, using the same functional block at time t + Δt. However, 
this time the input data is first encoded in some way. 

 The results of the computation is then decoded and the results are compared to the results produced 
before.

 Any discrepancy will indicate a permanent fault in the functional block.
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Detecting Permanent Faults IIDetecting Permanent Faults II

 Assume that the input data is called x, the functional computation is called F, the encoding is 
called E, and the decoding is called D. 

 Then, given that there is no permanent fault in the functional block, we can write the 
following relation D(F(E(x))) = F(x), for all x. 

 If D and E are properly chosen such that a failure in F will effect F(x) and F(E(x)) differently, 
thus making the output of time t and at time t + Δt not equal, then an error signal will be 
produced. 

 The above condition requires the following to be true: D(E(x)) = x, i.e. D and E are inverse of 
each other.
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Coding SchemesCoding Schemes

 Different coding schemes can be used to encode the data before passing it through the 
computational block.

 Most frequently used coding schemes are:

- alternating logic,

- recomputing with shifted operands,

- recomputing with swapped operands,

- recomputing with duplication and comparison.
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Alternating Logic IAlternating Logic I

 The alternating logic time redundancy scheme was developed by Reynolds and Metze in 1978. 

 It has been applied to permanent fault detection in digital data transmission and in digital circuits.

 Suppose the data is transmitted over a parallel bus as shown in Figure below.

 At time t0, the original data is transmitted. Then, the data is complemented and re-transmitted at time t0+Δ. 

 The two results are compared to check whether they are complements of each other. 

 Any disagreement indicates a fault. 

 Such a scheme is capable of detecting permanent stuck-at faults at the bus lines.
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Alternating Logic IIAlternating Logic II

 Alternating logic concept can be used for detecting fault in logic circuits which implement 
self-dual functions. 

 A dual of a function f(x1, x2, …, xn) is defined as

fd(x1, x2, …, xn) = f’(x’1, x’2, …, x’n)

 where ' denotes the complement. 

 For example, a 2-variable AND fAND (x1, x2) = x1·x2 is dual of a 2-variable OR 
fOR(x1, x2) = x1+x2, and vice versa. 

 A function in said to be self-dual if it is equal to its dual f = fd. 

 So, the value of a self-dual function f for the input assignment x1, x2, …, xn equals to the 
value of the complement of f for the input assignment x’1, x’2, …, x’n. 
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Examples of a Self-Dual FunctionsExamples of a Self-Dual Functions

 Examples of self-dual functions are sum and carry-out output functions of a full-adder shown on the Figure 
below. 

 The sum function is defined as s(a, b, cin) = a XOR b XOR cin. The carry-out is defined as cout(a, b, cin) = 
ab + (a XOR b)cin. 

 Table below shows the defining table for s and cout. 

 It is easy to see that the property  f(x1, x2, …, xn) = f’(x’1, x’2, …, x’n) holds for both functions.
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Alternating Logic IIIAlternating Logic III

 For a circuit implementing a self-dual function, the application of an input assignment 
(x1, x2, …, xn) followed by the input assignment (x’1, x’2, …, x’n) should produce output 
values which are complements of each other, unless the circuit has a fault. 

 So, a fault can be detected by finding an input assignment for which 

f(x1, x2, …, xn) = f(x’1, x’2, …, x’n). 

 For example, a stuck-at-1 fault marked in Figure from previous slide can be detected by 
applying the input assignment (a, b, cin) = (100), followed by the complemented assignment 
(011). 

 In a fault-free full-adder s(100) = 1, cout(100) = 0 and s(011) = 0, cout(011) = 1. 

 However, in presence of the marked fault s(100) = 1, cout(100) = 1 and s(011) = 0, 
cout(011) = 1.

 Since cout(100) = cout(011), the fault is detected.
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Alternating Logic IVAlternating Logic IV

 If the function f(x1, x2, …, xn) realized by the circuit is not self-dual, then it can be 
transformed to a self-dual function of n+1-variables, defined by

fsd = xn+1·f + x’n+1·fd

 The new variable xn+1 is a control variable determining whether the value of f or fd appears 
on the output. 

 Clearly, such a function fsd produces complemented values for complemented inputs. 

 A drawback of this technique is that the circuit implementing fsd can be twice as large as the 
circuit implementing f.
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Computing Dual Function IComputing Dual Function I

 Dual function, fd, of a function f can be obtained as follows:
- replace AND with OR, and OR with AND

- replace 0 with 1, and 1 with 0

 Example

f = x1x’2 + x3 → fd = (x1 + x’2)x3

 We can also compute a dual of f by:
- complementing f

- replacing each variable by its complement

 Example

f = x1x’2 + x3

f’ = (x’1 + x2)x’3
fd = (x1 + x’2)x3
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Recomputing with Shifted Operands IRecomputing with Shifted Operands I

 Recomputing with shifted operands (RESO) time redundancy technique was developed by 
Patel and Fung in 1982 for on-line fault detection in arithmetic logic units (ALUs) with 
bit-sliced organization.

 At time t0, the bit slice i of a circuit performs a computation. 

 Then, the data is shifted left and the computation is repeated at time t0 + Δ. 

 The shift operand can be either arithmetic or logical shift. 

 After the computation, the result is shifted right. 

 The two results are compared. If there is no error, they are the same. 

 Otherwise, they disagree in either the ith, or (i – 1)th, or both bits.
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Recomputing with Shifted Operands IIRecomputing with Shifted Operands II

 Basic principle:

- During first computation, ith bit is 
erroneous.

- During second computation, (i-1)th bit will 
be affected because of the left shift.

- After the right shift, the results will 
disagree in both, ith and (i-1)th bits.

 An extra bit is required for left shift.
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Recomputing with Shifted Operands IIIRecomputing with Shifted Operands III

 The fault detection capability of RESO depends on the amount of shift. 

 For example, for a bit-sliced ripple-carry adder, a 2-bit arithmetic shift is required to 
guarantee the fault detection. 

 A fault in the ith bit of a slice can have one of the three effects:

1. The sum bit is erroneous. Then, the incorrect result differs form the correct one by either -2i (if the 
sum is 0), or by +2i (if the sum is 1).

2. The carry bit is erroneous. Then, the incorrect result differs from the correct one by either -2i+1 (if the 
carry is 0), or by +2i+1 (if the carry is 1).

3. Both, sum and carry bits, are erroneous. Then, we have four possibilities

- sum is 0, carry is 0: -3·2i;

- sum is 0, carry is 1: +2i;

- sum is 1, carry is 0: -2i;

- sum is 1, carry is 1: +3·2i;
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Recomputing with Shifted Operands IVRecomputing with Shifted Operands IV

 Summarizing, if the operands are not shifted, then the erroneous result differs from the 
correct one by one of the following values: {0, ±2i, ±2i+1, ±3·2i}.

 A similar analysis can be done to show that if the operands are shifted left by two bits, then 
the erroneous result differs from the correct one by one of the following values: 
{0, ±2i-1, ±2i-2, ±3·2i-2}. 

 So, results of non-shifted and shifted computations cannot agree unless they are both 
correct.

 A primary problem with RESO technique is the additional hardware required to store the 
shifted bits.



22

Time and Algorithm Fault 
Tolerance Techniques

Recomputing with Swapped 
Operands



23

23

Recomputing with Swapped Operands IRecomputing with Swapped Operands I

 Recomputing with swapped operands (RESWO) is another time redundancy technique, 
introduced by Johnson in 1988. 

 In RESWO, both operands are splitted into two halves. 

 During the first computation, the operands are manipulated as usual. 

 The second computation is performed with the lower and the upper halves of operands 
swapped.

 RESWO technique can detect faults in any single bit slice. 
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Recomputing with Swapped Operands IIRecomputing with Swapped Operands II

 For example, consider a bit-sliced ripple-carry adder with n-bit operands. 

 Suppose the lower half of an operand contains the bits from 0 to r = n/2 and the upper half 
contains the bits from r + 1 to n - 1. 

 During the first computation, if the sum or carry bits from slice i are faulty, then the resulting 
sum differs from the correct one by 2i and 2i+1, respectively. 

 If both, the sum and the carry are faulty, then the result differs from the correct one by 2i2i+1. 

 So, before the operands’ halves are swapped, a faulty bit slice i would cause the result to 
disagree from the correct result by one of the values {0, 2i, 2i+1, 2i2i+1}. 

 If i ≤ r, the result of the re-computation with the lower and the upper halves of operands 
swapped differs from the correct result by one of the values {0, 2i+r, 2i+r+1, 2i+r2i+r+1}.

 This implies that the results of non-swapped and swapped computations cannot agree 
unless they are both correct.
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Recomputing with Swapped Operands IIIRecomputing with Swapped Operands III

 Using this technique a faulty bit slice operating on either the low or high half of an operand 
can be detected.

 This approach is good for logic operations, harder for other arithmetic operations.

 Need additional control circuitry for swapping each bit slice inputs.
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Recomputing with Duplication with Comparison IRecomputing with Duplication with Comparison I

 Recomputing using duplication with comparison (REDWC) technique combines hardware 
redundancy with time redundancy. 

 An n-bit operation is performed by using two n/2-bit devices twice. 

 The operands are split into two halves. 

 First, the operation is carried out on the lower halves and their duplicates and the results are 
compared. 

 This is then repeated for the upper halves of the operands.
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Recomputing with Duplication with Comparison IIRecomputing with Duplication with Comparison II

 As an example, consider how REDWC is performed on an n-bit full adder.

 First, lower and upper parts of the adder are used to compute the sum of the lower parts of 
the operands. 

 A multiplexer is used to handle the carries at the boundaries of the adder. 

 The results are compared and one of them is stored to represent the lower half of the final 
sum. 

 The second computation is carried out on the upper parts of the operands. 

 Selection of the appropriate half of the operands is performed using multiplexers.

 REDWC technique allows to detect all single faults in one half of the adder, as long as both 
halves do not to become faulty in a similar manner or at the same time.
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Recomputing with Duplication with Comparison IIIRecomputing with Duplication with Comparison III

 By comparing two halves of the result, the error will be detected.

 Similar to the “Recomputing with Swapped Operands” approach, this approach is also good 
for logic operations, harder for other arithmetic operations.

 Need additional control circuitry for manipulating with lower and upper parts of operands.
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Algorithm-Based Fault Tolerance IAlgorithm-Based Fault Tolerance I

 Algorithm-based fault tolerance (ABFT) is a system-level methodology for achieving highly 
reliable and fault tolerant computation. 

 Algorithm-based fault tolerance (ABFT) is an error detection, location and correction scheme 
which uses redundant computations within the algorithms to detect and correct errors 
caused by permanent or transient failures in the hardware, concurrently with normal 
operation. 

 ABFT techniques can detect (and correct) errors concurrently while operations such as 
matrix addition, multiplication, and scalar product are in progress. 

 The use of ABFT allows us to detect failures within a single processor in multiple processor 
systems.



32

32

Algorithm-Based Fault Tolerance IIAlgorithm-Based Fault Tolerance II

 One way of classifying fault tolerant schemes is time redundancy and space redundancy. 

 Time redundancy is a popular technique used for adding fault tolerance, in which the same 
computation is performed on the same processor at two (or more) different but close enough 
time periods, and then the results are compared. 

 In space redundancy, each computation is done at more than one location in space (for 
example on different processors) and the results are compared. Generally, these 
computations are performed concurrently.

 All the above fault-tolerant techniques contain the following stages:

- error detection,

- fault location,

- reconfiguration, and

- recovery and continued service.
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Algorithm-Based Fault Tolerance IIIAlgorithm-Based Fault Tolerance III

 The above stages of fault tolerance apply well to all the classes of fault tolerant schemes we 
have discussed until now. 

 An error can be detected, for example, by a mismatch in the compared values. 

 Then the faulty component is located. 

 The faulty component has to be isolated so that the system can continue operations after 
reconfiguration. 

 Since an error has occurred in the computation, the computation has to be repeated (in 
certain cases), to obtain the required error-free output, and this constitutes recovery. 

 All these stages might not be present with the same rigour in all fault tolerant schemes. 

 For example, in N-modular redundancy approach, if a mismatch is detected in the N outputs 
from the N modules, the majority will be voted for the required output, and this does not 
involve any separate recovery.
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Algorithm-Based Fault Tolerance IVAlgorithm-Based Fault Tolerance IV

 In 1984, Huang and Abraham investigated different techniques of fault tolerance in which the 
space and time overheads would be minimized. 

 The idea of checksums led them to develop a new fault tolerant technique called 
algorithm- based fault tolerance (ABFT). 

 They applied this technique to certain matrix operations, and their ABFT mechanism showed 
a clear superiority over the existing techniques of fault tolerance with respect to space and 
time overheads. 

 Furthermore, no reconfiguration and recovery were required by this mechanism. 

 ABFT became popular as a concurrent error detection/error correction mechanism, and has 
recently been widely applied to several computational problems.
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Basic Idea IBasic Idea I

 It should be noted that ABFT was originally designed with multiprocessor architecture in 
mind.

 In an ABFT system, the input data is encoded. Data encoding can be performed at the word 
level in order to protect against bit errors. A basic requirement in this process is that the 
information portion of the encoded data must be easy to recover.

 The algorithm is modified to work on the modified input. The computation steps of the 
algorithm are then distributed among the computation units. 

 It is important to allocate the computational steps on different processors so that an error in 
one processor affects as few data elements as possible. 

 The encoded output produced by the algorithm is decoded to check the correctness of the 
results. 

Comparison between the original data processing system (shown above) and the ABFT processing system (shown below)
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Basic Idea IIBasic Idea II

 An ABFT system uses redundant computations within the algorithm to detect and correct 
errors caused by permanent or transient failures in the hardware. 

 From this, it is clear that this approach is not a general mechanism as other approaches 
(e.g. the triple modular redundancy). On the contrary, it varies from algorithm to algorithm. 

 However, when the modified algorithm is actually executed on a multiprocessor architecture, 
the overheads are required to be minimum in comparison to TMR. 

 The modified algorithm could, of course, take more time to operate on the encoded data 
when compared to the original algorithm. 

 A modified algorithm is expected to take longer time to operate on the encoded data.
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Checksum-Based ABFT for Matrix OperationsChecksum-Based ABFT for Matrix Operations

 In order to allow for ABFT in matrix operations, the involved matrices are encoded in what is 
known as checksum matrices. 

 An extra row and/or an extra column are appended to the original matrix. 

 Each element in the extra row represents the sum of the elements in the columns above it. 

 Each element in the extra column represents the sum of the elements in the row to which it 
is appended. 

 Different encodings are defined below. In presenting these encodings, we assume that the 
original matrix, A, has n rows and m columns (n x m matrix).
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Definition of the Column Checksum MatrixDefinition of the Column Checksum Matrix

 Given a matrix A composed of n x m elements, the corresponding column checksum 
matrix Ac is an (n+1) x m matrix, which consists of the matrix A in the first n rows and a 
column summation vector in the (n+1)-th row. 

 Each element of the column summation vector corresponds to the sum of the elements of 
the corresponding column (see Figure 1 below). 

 An example of a 3 X 3 column checksum matrix is reported in Figure 2.

Figure 1. A column checksum matrix Figure 2. A 3 x 3 integer matrix and the corresponding 
column checksum matrix
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Definition of the Row Checksum MatrixDefinition of the Row Checksum Matrix

 Given a matrix A composed of n x m elements, the corresponding row checksum matrix Ar
is an n x (m+1) matrix, which consists of the matrix A in the first m columns and a row 
summation vector in the (m+1)-th column.

 Each element of the row summation vector corresponds to the sum of the elements of the 
corresponding row (see Figure 1 below). 

 An example of a 3 x 3 row checksum matrix is reported in Figure 2.

Figure 1. A row checksum matrix Figure 2. A 3 x 3 integer matrix and the corresponding 
row checksum matrix



41

41

Definition of the Full Checksum MatrixDefinition of the Full Checksum Matrix

 Given a matrix A composed of n x m elements, the corresponding full checksum matrix Af
is an (n+1) x (m+1) matrix, which is the column checksum matrix of the row checksum matrix 
Ar of A (see Figure 1 below). 

 An example of a 3 x 3 full checksum matrix is reported in Figure 2.

Figure 1. A full checksum matrix Figure 2. A 3 x 3 integer matrix and the corresponding 
full checksum matrix
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Matrix Operations with Checksum MatricesMatrix Operations with Checksum Matrices

 An important property of the checksum encoding is that it is preserved under 
matrix addition, multiplication, LU decomposition, scalar product, and matrix 
transposition. 

 Table below illustrates this observation.

Cf = Af
TC = ATTransposition

Cf = a x AfC = a x AScalar product

Cf = Lc x UrC = L x UDecomposition

Cf = Ac x BrC = A x BMultiplication

Cf = Af + BfC = A + BAddition

Checksum encodingDefinitionMatrix operation

Table 1. Checksum encoding preservation
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Matrix AdditionMatrix Addition

 When adding two full checksum matrices Af and Bf, the result is a full checksum matrix Cf. 

 Moreover, the following relation holds among the corresponding information matrices:

A + B = C

 Figure 1 below shows how the ABFT technique implements matrix addition, while Figure 2 gives an 
example.

Figure 1. Matrix addition according to the ABFT technique

Figure 2. Example of matrix addition according to the ABFT technique
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Matrix MultiplicationMatrix Multiplication

 When multiplying a column checksum matrix Ac by a row checksum matrix Br, the result is a full checksum 
matrix Cf. 

 Moreover, the following relation holds among the corresponding information matrices:

A x B = C

 Figure 1 below shows how the ABFT technique implements matrix multiplication, while Figure 2 gives an 
example.

Figure 1. Matrix multiplication according to the ABFT technique

Figure 2. Example of matrix multiplication according to the ABFT technique



45

45

Matrix DecompositionMatrix Decomposition

 When a matrix C is LU decomposable, the corresponding full checksum matrix Cf can be decomposed 
into a column checksum lower matrix Lc and a row checksum upper matrix Ur.

 Moreover, the following relation holds among the corresponding information matrices:

L x U = C

 Figure 1 below shows how the ABFT technique implements matrix decomposition, while Figure 2 gives an 
example.

Figure 1. Matrix decomposition according to the ABFT technique

Figure 2. Example of matrix decomposition according to the ABFT technique
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Matrix Multiplication with a Scalar ValueMatrix Multiplication with a Scalar Value

 The product of a full checksum matrix Af and a scalar value a is a full checksum matrix Cf.

 Moreover, the following relation holds among the corresponding information matrices:

a x A = C

 Figure 1 below shows how the ABFT technique implements matrix multiplication, while Figure 2 gives an 
example.

Figure 1. Matrix multiplication with a scalar value according to the ABFT technique

Figure 2. Example of matrix multiplication with a scalar value according to the ABFT technique
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Matrix TranspositionMatrix Transposition

 The transpose of a full checksum matrix Af is a full checksum matrix Cf.

 Moreover, the following relation holds among the corresponding information matrices:

AT = C

 Figure 1 below shows how the ABFT technique implements matrix transposition, while Figure 2 gives an 
example.

Figure 1. Matrix transposition according to the ABFT technique

Figure 2. Example of matrix transposition according to the ABFT technique
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Checksum-Based ABFT Error Handling IChecksum-Based ABFT Error Handling I

 It was mentioned in the introduction that ABFT can be used to detect, locate and correct 
errors in data. 

 In order to show that, we define the matrix distance between two matrices as the number of 
elements in which they differ. 

 The minimum matrix distance of a set of full checksum matrices is the minimum of the matrix 
distances between all possible pairs of full checksum matrices in the set.

 Consider the set of all (unique) full checksum matrices, Srxc, of size r x c. It can be shown 
that the minimum matrix distance of Srxc is 4.

 Thus, a single erroneous element can be detected and corrected in a full checksum matrix. 
This is because the minimum distance needed to detect and correct a single error, e, should 
be > 2e +1. 

 When a single element in a full checksum matrix is in error, then this element can be located 
by identifying the row and the column to which it belongs. The erroneous element exists at 
the intersection of this row and that column. 

 This is to be contrasted to the single error detection capability of a system using only row 
(column) checksum matrices.
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Checksum-Based ABFT Error Handling IIChecksum-Based ABFT Error Handling II

 In order to harden an application performing a matrix operation, one can therefore proceed 
as follows:

1. The operand matrices are transformed into the corresponding row, column, or full 
checksum matrices, depending on the operation.

2. The operation is performed on the checksum matrices.

3. A check is performed to detect possible errors, corresponding to the following steps:

- The sum of all the elements on each row and column is computed.

- The resulting value is compared with that stored in the row or column summation 
vector; if a difference is observed, an error is detected.
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Checksum-Based ABFT Error Handling IIIChecksum-Based ABFT Error Handling III

 If we assume that the detected error affected a single element in the result matrix, the 
identification of the affected element can be performed resorting to the following sequence of 
operations:

- If a mismatch on both a row and a column summation vector element is detected, the error 
affected the information element at the intersection of the inconsistent row and column 
(see Figure 1a).

- If a mismatch is detected on a row or column summation vector element, only, the error 
affected the summation vector (see Figure 1b).

Figure 1. 
a) Faulty matrix element identification                         b) Faulty row/column summation element identification
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Checksum-Based ABFT Error Handling IVChecksum-Based ABFT Error Handling IV

 After the identification of the faulty element, its correction can be performed resorting to the 
following sequence of operations:

- If the error affected an information element, the error can be corrected by computing its 
fault-free value subtracting the sum of the values of the other elements on the same row 
or column from the corresponding element in the row or column summation vector.

- If the error affected an element of a row or column summation vector, the fault free value 
of element can be computed by adding all the elements of the row or column.
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Error Handling ExampleError Handling Example

 Consider the shown matrix multiplication

 By computing the row and column summation vectors we can easily see that there is a 
mismatch between the calculated values and received values in these two cases:

- for the first element of the row summation vector calculated value is 93 and the expected value is 108,

- for the third element of the column summation vector calculated value is 273 and the expected value is 
288.

 Clearly, this indicates the erroneous element at the intersection of row 1 and column 3, i.e. 
element (1, 3).

 In order to find the correct value of the element we add 15 (calculated as 108-93 or 288-273) 
to the erroneous element (27) to get a 42, the correct value of the element.
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Comments on the Checksum-Based ABFT for Matrix OperationsComments on the Checksum-Based ABFT for Matrix Operations

 It is important to note that in the case of matrices composed of floating point elements, 
roundoff errors could create problems to comparison operations. 

 In this case, some false alarms could be raised. A method to compute the thresholds to be 
used for distinguishing between roundoff errors and errors stemming from faults was 
proposed and can be found in the literature.

 The ABFT technique is particularly attracting because it introduces a memory and 
performance overhead that, when compared with other techniques (e.g., TMR), is relatively 
limited. 

 Since the introduced memory overhead meanly corresponds to an additional row and 
column and it grows linearly with the matrix size as O(n), but the percentage overhead 
decreases when the matrix size increases, because the memory size grows as O(n2).

 The error detection and correction capabilities of the method are very high when faults 
affecting the matrices elements during the computation are considered. 

 The method is able to detect and correct any error affecting a single element in the final 
matrix. 

 On the other side, the correction capabilities are limited if an error affects more than one 
element in the resulting matrix.



54

54


